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The Dynamics of Deterrence*
Abstract

The efficacy of a deterrent threat in enforcing a rule depends in part on the probability that it will be carried out.  When sanctions capacity is constrained, those subject to the rule face interdependent choices: the greater the frequency of violation in the population, the less the risk of sanction for any given violation. In that situation, focusing threats on a subset of potential violators can increase their efficacy, reducing both violation rates and the frequency of actually administered sanctions.
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1.  Deterrence with limited enforcement capacity: a deterministic model
Consider the following game, played once and not repeated: 

1. Two identical rationally strategic self-interested risk-neutral actors,  A1 and A2, must decide whether to comply with a rule, R, at a cost, C, or instead to violate R at the risk of some penalty P, where C<P<2C. 

2.  If only one of A1 and A2 violates, that one is punished.  If both violate, only one is punished, and which one is determined by the flip of a coin. 

3.  A1 moves before A2, who is aware of A1's move before deciding. 

4.  A1 and A2 cannot communicate directly. 

5.  The rules of the game and the characteristics of the players are common knowledge. 

Under these assumptions, the decisions of the players are interdependent.  In particular, A2's decision is a function of A1's.  If A1 has complied, then if A2 violates he will suffer P, by assumption greater than C.  So A2 pays C to comply.  That vindicates A1's decision to comply, since with A2 complying A1 would have faced P, which is greater than C, for violation.  Thus comply-comply is a Nash equilibrium. 

By contrast, if A1 violates the expected cost of violation by A2 is P/2, by assumption less than C.  Since A2 is risk-neutral, A2 violates.  This again vindicates A1's choice, since he now faces an expected cost of P/2 rather than P for his violation.  Thus violate-violate is also a Nash equilibrium. 

Therefore A1, in reasoning strategically about his move, faces in effect a choice between complying at cost C and not complying at cost P/2<C.  Thus he chooses not to comply, and A2 follows suit.  Thus strategically rational play by both players leads to the violate-violate result as a stable equilibrium. 

Now introduce an enforcement official E, with the power to decide whether a punishment will be exacted, and from whom.  Let E’s objective function F (V,P,U) be strictly decreasing in all three of its arguments:  the number of violations V, the number of punishments administered P, and the number of unpunished violations U, where the dF/dU<dF/dP (E loses more by leaving a violation unpunished than he does by administering a punishment.) Let F also be common knowledge. 

[Note that unless dF/dU<dF/dP, no threat by E to punish would be credible in a one-round game.  But where that is true, E’s strategy if either A1 or A2 violates and the other complies is trivial:  he punishes the violator.  It will therefore be in E’s interest to make it expensive for himself to leave violations unpunished, for example by establishing a binding commitment to make a side-payment for each violation he fails to punish.]  

If E’s capacity to punish is unconstrained, then he will punish A1 if A1 violates, A2 if A2 violates, and both if both violate.  That being true and known to be true by A1 and A2, both comply.  E thus achieves his best outcome:  no violations, no punishments, no unpunished violations.   

If instead E is constrained to use no more than one punishment, and does so at random in the case where A1 and A2 both violate, then A1 and A2 face the same choice they faced when there was no decision-maker E and where randomness was built into the game.  Therefore both A1 and A2 violate, and E punishes one of them, achieving his next-to-worst possible outcome, with two violations, one punishment, and one unpunished violation.  (Only two unpunished violations would be worse.)   

In a single-round game with no communication, in which E decides whom to punish after both actors have made their choices, E cannot do better by choosing in advance which of the actors to punish if both violate; since they are in symmetric positions other than their order of movement, the probability of punishment as it appears to each of them is .5, even if in fact one has been selected in advance. 

Thus, if punishment is applied randomly, a constraint on the amount of punishment actually increases not merely the number of violations but also the number of punishments actually inflicted.   

But if instead E can commit to an enforcement strategy, common knowledge to A1 and A2, which states E’s course of action if both A1 and A2 violate, E can do better.  Indeed, he can do as well as he could have done with unconstrained punishment capacity.  He does so by choosing the strategy “Punish A1 if both A1 and A2 violate.” 

With that strategy as common knowledge, A1 will comply, since if he violates he will face with certainty P>C.  But A2, knowing how A1 will act, will also be deterred, since if A1 complies and A2 violates A2 faces P>C with certainty.  So E achieves his optimum:  zero violations, zero punishments, zero unpunished violations. 

The same result happens if E announces a strategy of “Punish A2 if both A1 and A2 violate.”  Again, the actor given priority for punishment is deterred, which in turn deters the other actor. What matters is not the actual priority ordering but the (commonly known) existence of some priority ordering. 

Moreover, since a pre-announced strategy makes punishment deterministic rather than probabilistic, the result is not restricted to the two-actor case.  If we add A3, identical to A1 and A2 except for moving third, E can announce a strategy “Punish the lowest-numbered actor who violates.”  A1 is deterred directly, A2 is deterred by the fact that A1 will be deterred, and A3 is deterred by the deterrence of the first two.  The argument generalizes to n actors:  as long as they are perfectly rational and P>C for each of them, a single potential punishment can deter any finite number (indeed, any countable number) of possible violators, and do so at zero cost in actually administered punishments. 

(The Texas Ranger with just one bullet in his gun can prevent an entire angry mob from rushing the jail if he says, and is believed when he says, that he will shoot the first man who steps forward.) 

If we assume instead, more realistically, a repeated game in which every potential offender has some finite probability of offending on each play even in the face of certain punishment, and in which the actors learn about their risks of punishment from experience rather than miraculously through the common-knowledge assumption, then the implausible result that one threat can deter a countable infinity of actors no longer holds.  In that case, the threat of punishment is not costless, nor is it perfectly effective.  But it remains the case that punishing according to a pre-announced priority scheme will result in fewer violations and fewer actual punishments than the apparently more equitable rule of equi-probability punishment among the entire offending group. 

To show that requires a simulation approach.

2.  Simulation

In a repeated-play setting, each member A1, A2, … Ai …An of an initially homogeneous population of n risk-neutral rational actors chooses each round, simultaneously and independently, between compliance with some rule and violation of that rule.  Those who violate face a penalty P which is fixed in amount but uncertain in delivery.  Each round, each Ai faces a cost of compliance Ci drawn from a Poisson distribution with 

λ = .5P.  

Since the Ai are rational, the decision to comply or violate depends not only on Ci and P but also on that individual's estimate of the probability of punishment given violation, which starts at  Π0 and is updated in Bayesian fashion each time the individual offends (and thus gathers information about the conditional probability).  The Ai do not learn vicariously.

An enforcement official E has sanctions capacity S*; that is, E can choose which actors to sanction, up to S* actors per round.  E always uses all available sanctions capacity as long as there are at least S* violations in any given round, and does so on an equi-probability basis; if on a given round V actors violate the rule, each is punished with probability p = S*/V.

This system displays tipping behavior, with equilibria at both high V-low p and low V-high p.  For example, if n= 100, S*= 10, Π0  = .01, v starts and stays near 100; the Ai, expecting low probabilities of sanction, all violate (except those who draw an exceptionally low C on a given round), thus producing an actual Π close to zero and thus a stable situation with high v and low p.  But if again n=100 and S*=10 but Π0  = .99, that too is stable; facing what they expect to be near-certain sanction, typically fewer than 10 actors violate, and their belief that violation will be sanctioned with near-certainty is therefore self-fulfilling.
[Display simulation results here]


As the deterministic model suggests, raising the sanctions capacity S* above some critical value causes a drastic decrease in the number S of actual sanctions administered in equilibrium, as v falls.  The sanctions capacity S* required to move from a high-v to a low-v equilibrium is greater than the sanctions capacity required to maintain a low-v equilibrium once established.

Also consistent with the results of the deterministic model, equi-probability sanctioning is suboptimal compared to a strategy of dynamic concentration, establishing a fixed sanctions-priority ordering among the Ai, assuming only that E's objective function is falling in both v and S.  At n=100, S*=1, Π0  = 0, The rule "Among the Ai who violate each round,. sanction the S* with the lowest index numbers" causes the system to tip toward low compliance.  At first, nearly all of the Ai violate, but for those for whom 1<S* are sanctioned each time.  Their subjective p-values thus rise toward unity, matching their objective Π-values.  As that happens, their violation rates fall, thus increasing the objective risk of sanction for those with slightly higher index numbers.  Bayesian updating then causes those newly under sanctions threat to increase their subjective p-values, reducing their violation rates, and so on through the population, eventually reaching the same low v that would have arisen from setting Π0= 1.
[Display simulation results here.]


Since, due to the stochastic cost of compliance, even at p = 1 the probability of a violation does not fall to zero, this model does not have the absurd result that a single threatened punishment can control an arbitrarily large number of potential violators.  To maintain a low-v equilibrium,  S* must be greater than product of n and the probability that C>P, which is the probability that a given actor will violate even facing a subjective certainty of sanction. 
Extensions
Heterogeneous actors
Vicarious learning (from average experience of others or 
through communications paths among actors).

Errors

Warnings

Turnover

Enforcement official's option to remove a subject (e.g., revoking probation)

Costly rather than automatic detection

Policy applications

This model is potentially applicable to any situation where those subject to a rule are somewhat deterrable and where sanctions capacity is scarce compared to the number of detected violations.  (Situations in which the constrained resource is the capacity to detect violations rather than to sanction them require different strategies, because reducing the violation rate will not in general reduce the cost of maintaining surveillance.)  It might be applied to raising puppies or children; to managing a classroom or a workplace; to civil compliance enforcement efforts regarding environmental protection, workplace and product safety, or tax collection; to reducing violence among street gangs, cracking down on open drug dealing, or enforcing probation conditions; and to situations of warfare and terrorism.  Its applicability in any given situation is an empirical question, not one that can be answered by algebra or simulation modeling.  But it suggests that the proverbial alligators-and-the-swamp problem may not be insoluble in principle, and that the spectacular results actually achieved in several criminal-justice settings were not as surprising as experience with equi-probability  enforcement made them appear. 
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